S. Becker and Y. Le Cun. Improving the convergence of back-propagation
learning with sec ond-order methods. In D. Touretzky, G. Hinton, and T Se-
jnowski, editors, Proc. of the 1988 Connectionist Models .Sjummcr School,
pages 29-37, San Mateo, 1989. Morgan Kaufman. also published as techre-
port CRG-TR-88-5, Computer Science Dept, University of Toronto.

Improving the Convergence of
Back-Propagation Learning with
Second Order Methods

Sue Becker & Yann le Cun
Department of Computer Science, University of Toronto

Technical Report CRG-TR-88-5
Sept 1988

Requests for copies of this technical report should be addressed to:

The CRG technical report secretary
Department of Computer Science
University of Toronto

10 Kings College Road

Toronto M5S 1A4

CANADA

This research was supported by a grant to the Information Technology Research Center from
the government of Ontario, and by grants to Geoffrey Hinton from E. I. Du Pont de Nemours &
Company and from the National Science and Engineering Research Council of Canada.

This paper will appear in D. S. Touretzky, G. E. Hinton and T. J. Sejnowski (Eds.) Proceedings
of the 1988 Connectionist Summer School, Morgan Kauffmann: Los Angeles, 1988.



Improving The Convergence of Back-Propagation Learning
With Second Order Methods

Sue Becker, Yann le Cun
Department of Computer Science, University of Toronto
Toronto, Ontario, M5S 1A4. CANADA.

Abstract

Back-propagation has proven to be a ro-
bust algorithm for difficult connectionist
learning problems. However, as with many
gradient based optimization methods, it
converges slowly. We describe an extension
of the back-propagation algorithm which
uses a simple approximation to the second
derivative terms. This method is shown to
reduce the required number of iterations
to learn a random classification problem,
with only a small increase in the complex-
ity of each iteration.

The back-propagation learning algorithm for mul-
tilayer connectionist networks performs a gradient
descent search in weight space for a minimum of
some cost function C (which is frequently the mean
squared error between actual and desired outputs).
A general drawback of gradient-based numerical op-
timization methods is their slow convergence. In
connectionist learning problems in particular, one
typically starts a long way from the solution, and
spends most of the time oscillating around “ravines”
in weight space, because the gradient is sharp in
some directions but shallow in others. Conse-
quently, the learning parameters tend to be selected
in an ad-hoc manner, according to the particular
problem and the current performance of the net-
work. Many numerical optimization methods, e.g.
Newton’s method, use the second derivative in ad-
dition to the gradient to determine the next step
direction and step size, and converge quadratically
when close to a solution of a convex function.

We explore the application of Newton’s and other
optimization methods towards improving the con-
vergence of back-propagation. We then describe a
computationally efficient, locally computable algo-
nthm for incorporating approximate curvature in-

formation in back-propagation learning. Finally, we
present results of simulations on a random four-
way classification problem where this method is
shown to learn somewhat faster than standard back-
propagation.

1 Acceleration Methods

A variation of the back-propagation algorithm adds
a “momentum” term to the weight update formula
[Rumelhart et al., 1986]. This acceleration method
combines successive gradients by adding a fixed pro-
portion of the previous weight change to the current
one (¢ is a learning constant and a, the momentum
rate, is between 0 and 1):

oc
Aw,-,-(t) = —CW + aAw;,-(t - 1)

This tends to accelerate descent in steady down-
hill directions, while having a more “stabilizing” ef-
fect in directions which are oscillating in sign. This
method is reported to accelerate learning once some
stable descent direction has been found [Plaut et al.,
1986],' and has become a standard component of
the back-propagation algorithm.

The method of conjugate gradients (e.g- [Gill et
al., 1981]) is related to the method of gradient de-
scent with momentum, to the extent that both com-
pute a linear combination of successive gradients in
determining the next search direction. To minimize
a quadratic function of n variables, the conjugate
gradient method generates a series of k mutually
conjugate search directions Pj, where pq is the steep-
est descent direction, and Pk is a linear combina-
tion of the steepest descent direction and the Pj,
J =1..k—1. At each step the function is minimized

'In practice, this takes a few iterations through the
training set.



























